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Abstract—The technological development of inexpensive GPS
receivers has enabled a new realm of applications for embedded
sensing systems. The availability of location information allows
these sensing system to study the motion trajectories of humans,
animals, and objects. The storage of the collected trajectory
data, however, represents a challenge for constrained devices
with limited memory. In fact, external memory is often required,
which incurs an additional cost for the storage component,
enlarges the physical dimensions of the device, and also results
in a measurable increase of the node’s energy expenditure. In
this paper, we present a clustering approach for GPS location
information that is specifically tailored to resource-constrained
sensing platforms. While our approach can be generalised to
wide variety of applications, we focus on wireless animal tracking
as an illustrative example. Our two-stage clustering process only
records areas in which the animal has spent an extended period of
time, in order to reduce the storage requirement while ensuring a
low memory foot-print and processing requirements. We evaluate
our solution using real-world animal GPS traces and show that
our scheme achieves 90% improvement in location accuracy while
also reducing the memory footprint by up to 99% in comparison
with the state-of-the-art.

I.

I NTRODUCTION

Steady technological advances have resulted in widespread
adoption of positioning systems in smartphones, wearables
and embedded sensing systems [1]. A wide variety of applications today collect spatio-temporal information including
proximity-based marketing, travel-based services, workforce
management, fraud prevention, participatory sensing and wildlife monitoring, etc. [2]–[6]. Such applications typically aim
to answer time-based queries like “Which are the locations of
interest for a particular person during summer?” or “When did
a particular object visit the location y on a particular day?”.
Such queries imply that frequently visited locations and timing
of those visits is typically central to these applications. The
continuous logging of GPS samples to answer these queries
results in large volume of spatio-temporal data. Storing, processing and transmission of this data presents a challenge for
resource constrained (i.e., limited memory, processing power
and bandwidth or a subset of these) devices that are typically
used in above mentioned applications. We endeavour to reduce
the number of logged GPS points by exploiting the redundancy
in data and report only the frequently visited locations as
clusters (a compact representation of such locations along
with timestamps of visits there). While the aforementioned
challenges are pervasive in nature and relevant for a variety
of applications, in this paper, we present our solution in the

context of monitoring the individual movement patterns of
wildlife [4, 5, 7].
To address these challenges, researchers thus have tried
to limit the amount of trajectory data stored by reducing
their temporal resolution [8] or their spatial accuracy [9].
However, application requirements are rarely incorporated in
these solutions. For example, knowledge of the most frequently
visited locations is often sufficient to draw reliable contextual
conclusions for many application scenarios (e.g., roosting
camps for animals being monitored, culturally important places
for tourists and most frequently visited place by an individual
in last month) [3, 10]. Typically, such information is only
extracted a posteriori, i.e., once entire trajectory has been
collected by a base station (BS) device (e.g., at rendezvous
point/location for animals or a bike stand or a networked server
for participatory sensing systems) [4]. On the contrary, our
scheme extracts this information in an online manner.
In wildlife monitoring, it is fairly typical that animals (e.g.,
migratory species) may not return to these rendezvous locations for several days or even months. GPS sample collection
for such a long period of time could overwhelm the onboard memory of corresponding sensor devices. In addition,
limited transmission opportunities and short connection times
(enforced by limited energy of sensor nodes or/and mobility
pattern of the animal) [11] might limit the amount of data that
can be transferred to BS.
In this paper we propose a novel strategy called Light
Clustering (LC) that efficiently converts an incoming GPS
data stream on a constrained sensor node into its cluster
representation, and subsequently identifies the clusters that correspond with the most frequently visited locations. Further, LC
employs an ageing heuristic to limit the number of clusters in
memory to ensure a small memory-footprint (hence, the name
Light Clustering), that makes it suitable for embedded sensing
nodes which are typically constrained to computationally limited microprocessors and a small amount of on-board RAM,
commonly in the order of kilobytes. However, LC is generic
and can also be used readily on more sophisticated devices
such as smartphones and also by other applications. The main
contributions of this paper are summarised as follows.
•

LC makes use of intermediate clusters to efficiently
form the final core clusters by minimising the number
of comparison operations required for newly recorded
points.
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•

LC employs a time-vector heuristic that avoids recording multiple visits to same location of interest in
different clusters and uses a simple but efficient way
of handling the variable sampling frequency by using
separate point and time density thresholds.

•

We conduct a comprehensive evaluation of our scheme
using real-world movement trajectories and compare it
with the state-of-the-art. Our results demonstrate that
LC achieves a 99% savings in storage requirement
while also improving the accuracy of reported clusters
by up to 90% as compared with the state-of-the-art.

The remainder of the paper is organised as follows. First,
we summarise work related to the clustering of trajectory
data in Section II and then discuss the application scenario
of animal tracking and shape the general idea in Section III.
Subsequently, all notations used throughout the paper are
defined in Section IV, before elaborating on the clustering
scheme’s internals in more detail in Section V. We evaluate
our technique using real-world data in Section VI. Finally, we
summarise the key insights of our work in Section VII.
II.

R ELATED W ORK

Clustering of streaming GPS data is an active area of
research, and many contributions have been made to the
offline analysis of GPS traces after their collection, e.g.,
[12]–[15]. However, the particularly stringent constraints of
the problem setting described above make virtually all such
algorithms unsuitable in our context. For example, the stream
based clustering algorithm proposed in [12] stores clusters as
summary statistics where the cluster centre is calculated using
a weighted average of all the points based on timestamp of
each point. As it does not store timestamps of the cluster’s
overall entry and exit times, it is unsuited to answer the timebased queries required by our application.
Many generic density-based clustering techniques have
also been proposed in literature, such as DBSCAN [16],
although they are usually not specifically crafted for their use
in conjunction with GPS location data. Solely parameterized
by the minimum number of points required to form a cluster,
DBScan divides the set of all points into clusters based on
their ✏-neighbourhood. However, the computational complexity
of this algorithm renders it unsuitable for streaming data,
particularly on embedded sensing systems with tightly limited
resources. The same also applies to STREAM, a clustering
technique that is specifically designed for streaming data [17].
It first applies a temporal windowing step to streaming data,
subsequently determines a clusters containing all data points
within the window, and iteratively repeats this process until
overall clusters have been formed. DenStream [18] divides the
clustering into online-offline parts. During its online operation,
it maintains micro clusters of arbitrary size, which are based
on an error-threshold to encounter outliers and measurement
noise. It further applies DBScan in the offline phase to calculate the final clusters. Another similar approach is proposed by
Ntoutsi et al. [19]. They propose to maintain potential micro
clusters online and then perform offline step to extract core
clusters out of these potential clusters. Finally, a bio-inspired
clustering algorithm is proposed in [20]. This decentralised
algorithm groups similar data in a bottom-up fashion using

agents to represent each cluster. Incoming new data points
are evaluated against all agents and are associated with most
representative agent. However, none of these techniques is built
to be executed on highly resource-constrained sensor nodes.
An approximation technique for streaming based data is
presented in [21]. They propose to use k-spline based technique
to limit the number of points to represent the whole trajectory.
The key benefit of their approach is that their technique works
independent of size of original trajectory. However, this approach is not directly applicable to our problem setting. It does
not capture the temporal component on a given granularity,
hence, unable to answer time-based queries.
Methods for the clustering of spatio-temporal data have
also been proposed in literature, e.g., [15, 22, 23]. For example,
ST-DBScan [15] is the spatio-temporal alternative of DBScan.
It proposes to set the threshold for the ✏-neighbourhood calculation based on a cylindrical version where cylinder’s width
defines the error threshold for space and height is based on
temporal threshold. However, it is an offline scheme and thus
requires the complete dataset in order to perform clustering.
In the domain of wireless sensor networks, several clustering schemes have also been presented, such as LEACH [24]
and HEED [25]. However, these schemes target the clustering
of statically located nodes in the network in order to maximise
the network’s lifetime. As such, their applicability to streaming
sensor data is not given. Finally, the notion of compressive
sampling [26] has been analysed for application in sensor
networks, which exploits the spatial correlations of sensed
data. This, however, relies on either a static topology where
correlations do not change over time, or the perpetual exchange
of sensed data between deployed nodes in order to maintain
up-to-date information about such correlations. Due to the
mobile nature of flying animals without predictable flocking
characteristics and the absence of wireless communications
during the data collection period (data is only transmitted to
the BS), we consider compressive sensing inapplicable to the
given scenario.
III.

A PPLICATION S CENARIO AND OVERVIEW OF C ORE
I DEA

Recent technological advances have made it possible to engineer extremely compact embedded sensor platforms. These
sensor devices have been used for tracking the individual
movement patterns of wildlife [4, 5, 7]. One relevant example is the surveillance of spectacled Flying Foxes (Pteropus
conspicillatus) through collecting spatio-temporal data about
their movement patterns and environmental surroundings. The
primary objective is to determine frequently visited locations
such as roosting camps and foraging places and the duration
of time that the animals spent at each such location. These
bats are very small animals (average weight ranges from
500-1,000 grams [27]), which limits the size and weight of
the sensor collar to be mounted on them [4]. This in turn
severely restricts the storage capacity and the size of the
battery that can be attached to the sensor nodes. The data
stored on-board is offloaded to base stations (BS) which are
installed at known roosting sites. However, the time between
successive encounters with a BS may span several days or
weeks depending on the behaviour of the animal. All of the
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(CCL). The CCL forms the final output of our algorithm, which
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A SSUMPTIONS AND N OTATION

Let us define a spatio-temporal data stream as a sequence
of location points p1 , p2 , ..., pi . Each point pi is represented
as the tuple < xi , yi , ti > where xi and yi correspond to the
latitude and longitude of the node’s location, and ti denotes
the time of collection of pi , respectively.
The objective of our Light Clustering is to approximate
the spatio-temporal data stream as a set of clusters C =
ci : i = 1...k. Each cluster ci is represented as a tuple <
p0i , tv , r, n > where p0i is the cluster centre, tv is the vector
of timestamps that records the entry and exit time pair for
all the visits of sensor node to ci , r is radius of the cluster
that is based on application supplied distance threshold ✏ and
n is the total points recorded in that cluster. Let us assume
that time vector tv of ci records k visits of sensor node to ci .
Then residual time duration (tr ) of that node in ci is defined
in Eq. (1):

tr =

Due to the inapplicability of existing solutions (cf. Section II) on such embedded sensing systems, we design and
implement an online clustering scheme known as LC in this
paper. Its primary objective is to retain the capability of
answering time-based queries (e.g., How much time was spent
at roosting camp k by Flying Fox x on day y? etc.) while
significantly reducing the size of the collected spatio-temporal
data. Fig. 1 depicts the overall design of our clustering
technique. The general operation sequence of our scheme is
explained as follows.
LC works in two stages. The first stage attempts to identify
groups of co-located GPS samples which have the potential
to be considered as a frequently visited location, and hence
referred to as Potential Clusters (PC). A PC is represented as
cluster centre (in form of longitude and latitude), number of
points, cluster radius and time vector (which records the entry
and exit timestamp of each visit). A list of PCs called Potential
Cluster List (PCL) is maintained. The original samples are
discarded (also in the case when the PC cannot be formed).
In the second stage, LC checks if a newly identified PC
can be merged with any of the existing PCs (based on certain
conditions) thus resulting in what we refer to as a Candidate
Core Cluster (CCC). As above LC checks if the newly formed
Candidate Core Clusters can be merged with any of existing

exit(tjv )

entry(tjv )

(1)

j=1

The flow of Light Clustering technique.

above suggests the need for an online strategy that can extract
the frequently visited locations and log the corresponding visit
durations while still maintaining a low energy and memory
footprint.

k
X

In addition tv enables to answer the time-based queries resulting from the application scenario introduced in Section III.
Let us say that a cluster ci contains points p1 , p2 , ..., pi .
Instead of using the obvious approach of computing the cluster
centre p0i as the centroid of all points that establish the cluster
ci , the centre p0i in Light Clustering is defined in Eq. (2):
p0i = min [max[dist(pj , pi )]]
pi 2ci pj 2ci

(2)

LC benefits from such a cluster centre representation in
two ways. First, this eliminates the need to re-calculate the
cluster centre upon addition of a new point (which would be
the case if the centroid approach is employed). Recall that as
stated in Section III our aim is to minimise the computation
incurred to reduce the energy footprint. Second, this avoids the
need to keep all points within the cluster boundary on cluster
centre re-calculation [28].
Our clustering approach, as highlighted in the previous
section, relies on two conditions which we refer to as Radius
and Density Conditions. These conditions play a key role in
defining the cluster radius and its size. We elaborate these
conditions in more detail in the following subsections.
A. Radius Condition
The requirement for a set of points to form a new cluster
based on distance between them is called the radius condition
and shown in Eq. (3).
8pi 2 ci : dist(p0i , pi ) < ✏

(3)

In other words, the maximum distance between any point
pi in the cluster ci and the chosen cluster centre p0i must be
less than ✏ meters. This condition ensures that the error between reported cluster centre and the points it represents stays
within given application specific threshold of ✏ meters. Here
dist(p0i , pi ) calculation refers to Euclidean Distance between
p0i and pi .
B. Density Conditions
Each core cluster ci must satisfy the point density condition
shown in Eq. (4). In other words, each core cluster must
be formed by grouping together at least deltap points, as
mandated by the application.
n

(4)

p

The intuition behind density condition is to cluster only
those locations where carrier has spent significant amount
of time as explained in Section III. However, in several
application scenarios, the GPS sampling frequency is often
varied to save energy. For example in case of Flying Fox
monitoring application, the sampling frequency might change
based on the time of day or residual energy [4]. Therefore, it is
possible that carrier spends significant time at a particular area
of interest while logging fewer than p point. In this case, LC
establishes significance of that area by using tr
t condition.
However, a lower limit of 2 points is still necessary to form a
cluster and enable the calculation of tr as specified in Eq. (1).
Such a time based limit is referred as time density condition.
Here, it is important to note that ✏,
specific thresholds.

p
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The above mentioned time and point density conditions
need to be met for core clusters. However, LC uses relaxed
density conditions that is scaled down by a factor of ↵ (0 <
↵ < 1) and (0 < < 1) to create potential and candidate
core clusters respectively (where ↵ < ). These scaled down
versions of density conditions are referred as ↵ and density
conditions. The details about formation of these clusters are
discussed in Section V.
V.

Algorithm 1: Operational Sequence of Light Clustering
Input: Stream S of GPS points . . . , pt 2 , pt 1 , pt , . . .
Let : PCL: <> (empty potential cluster list)
Let : CCL: <> (empty core cluster list)
1 while (S has w new points) do
2
Store w points into window W : < pt w+1 , . . . , pt >
Try to create Potential Cluster PotC from w points
3
if (PotC cannot be created) then
4
Purge sampling window W
5
Go to step 1

L IGHT C LUSTERING

This section explains the general operation of our streambased online clustering algorithm and provides insights about
the main design decisions. To this end, we show a programmatic view of the algorithm’s overall flow (cf. Fig. 1) in
Algorithm 1 and provide details about the core operations in
the following subsections.
A. Formation of Potential Clusters
Before the actual clustering of collected location data takes
place, recorded GPS points are firstly stored in a buffer of size
w = ↵ ⇥ p . As soon as the buffer is full, LC establishes a
potential cluster provided that these points meet the density
conditions introduced in Section IV, scaled down by ↵ (cf.
Line 2 of Algorithm 1). For the creation of a potential cluster,
LC applies the point density condition shown in Eq. (5), which

implicitly incorporates the ↵ density condition through the
choice of w.
(5)

8pi 2 w : 9pj |dist(pi , pj )  ✏

If the point density condition is not fulfilled, LC proceeds
as described in Section IV-B and checks whether the time
density condition (cf. Eq. (6)) is satisfied.
8pi 2 w : 9m = pj , ..., pl ⇢ w|pl .t

pj .t > ↵ ⇥

t

(6)

In the equation, pl .t and pj .t represent the timestamps of
sampled GPS points pl and pj . Furthermore, as a pre-condition
for satisfying the time density requirement, the size of m in
Eq. (6) must be greater than two. If either of these conditions
is met, LC creates a Potential Cluster (PC) from the w points
in the buffer. By applying this cluster formation approach, PCs
are only created if a carrier has spent a significant amount of
time in the proximity of a given location, as per the application
requirements in Section III.
The possibility exists that neither the point nor the time
density conditions are satisfied to form a PC. All original
w points in the buffer are purged at the end of this process
independent of success in forming a PC.
B. Merging Process of Potential Clusters
Once a new PC ci is created as described in the previous
section, LC iterates over all entries cj in the PCL to check if

the newly created PC can be merged with an existing PC. This
process is applied to avoid redundancies in reporting similar
or identical significant locations by multiple separate clusters.
Potential Cluster ci =< p0i , tiv , ni , ri > is only merged with
an existing PC cj =< p0j , tjv , nj , rj > in the PCL if the radius
condition (cf. Section IV-A) is satisfied for the new radius
of the resultant cluster c0j , which is determined according to
Eq. (7).
8
>
ri
if ri > dist(p0j , p0i ) + rj
>
>
<
0
0
dist(pj , pi ) + rj if ri > rj
rj0 =
(7)
>
dist(p0j , p0i ) + ri if dist(p0j , p0i ) + ri > rj
>
>
:r
Otherwise
j

Note that the cases in the Eq. (7) are checked in the same
order as stated, and the calculation is only performed when
the radius condition (rj0 < ✏) is met. While determining the
new center of a merged cluster c0j , LC aims to minimize the
resulting cluster radius rj0 according to Eq. (7), while making
sure it still includes the entire area covered by both ci and cj .
Based on this intuition and the radius calculation presented in
Eq. (7), LC selects the center of c0j as follows:
Case 1 (ri > rj ): This case occurs in first two cases of Eq. (7).
In this case, LC defines p0i to be the center of c0j . This decision
aligns with the radius calculated in Eq. (7).
Case 2 (rj
ri ): This condition is present in last two cases
of Eq. (7). In this case, p0j is used as the center of the resultant
cluster c0j . The radius calculation is also performed as shown
in Eq. (7).
When clusters have been merged, LC updates the time
vector of the resultant cluster by concatenating all elements
tiv to the end of tjv . The total number points represented by c0j
are computed to be ni + nj .
In case the combination of a newly formed Potential
Cluster ci with any existing PC is not possible, the new PC
is added to the PCL and the process terminates (cf. Line 8 in
Algorithm 1).
C. Formation of Core Clusters
Potential clusters are intermediate clusters that are created
using a relaxed (by factor ↵) point and time density condition.
However, merging two PCs (as described in Section V-B) leads
to an increase in number of points in the resultant Potential
Cluster c0j . Therefore, LC checks if c0j satisfies the density
condition which is only relaxed by factor in this case, in
order to possibly merge the potential clusters into a CC. If c0j
satisfies the -density condition then it is considered a Candidate Core Cluster (CCC), and assessed for a possible merging
with one of existing Core Clusters in the CCL. As is the case in
merging process detailed in Section V-B, two clusters can only
be merged if the resultant cluster’s radius is within ✏ meters.
The process of merging Candidate Core Cluster c0j to one of
the Core Clusters in CCL is similar to the process of merging
two Potential Clusters (as described in Section V-B), the only
difference being the different calculation of tv for the resultant
cluster.
As it is unlikely for animals or other objects under consideration to travel significant distances within a short time

span, successively identified candidate clusters are likely to
be spatiotemporally close to the cluster added to the CCL
most recently. LC thus starts its analysis whether a merging
possibility exists from the most recently added CCL element
and iterates in reverse to the beginning of the Core Cluster
list. Given CCC is evaluated to merge into most recent Core
Cluster, combining such clusters offers an opportunity to
reduce the storage requirement by replacing the last timestamp
of tv of c0j with the last timestamp of tv of such a CC, while
the resultant clustered trajectory can still be effectively used
to answer time-based queries. However, if CCC c0j is merged
to one of the older Core Clusters in CCL, the tv of c0j is
concatenated at the end of tv of that particular CC.
If c0j cannot be merged with any of the existing clusters
in the CCL, LC checks whether it satisfies either the point or
time density conditions. If n0j > p or tr of cluster c0j is greater
than t , c0j is declared to be as a new Core Cluster and added
to CCL as mentioned in Line 20 of the algorithm. However,
if c0j can neither be merged with an existing CC, nor does it
satisfy the point or time density conditions to become a core
cluster, it is added to PCL as a potential cluster.
D. Significance of window size
As shown in the algorithm, newly collected points are
processed only when sufficient data points have been collected
to fill a buffer of w elements, instead of executing the algorithm
for each newly collected data point. The reasons for this are
two-fold.
Firstly, as discussed in Section III, most of the target
applications are concerned with only the locations of interest
where carrier has spent a significant amount of time. Hence,
even though a point is close enough to an existing cluster to
meet the radius condition, the visit is not considered to be
significant if the carrier has not spent a long enough amount
of time there (e.g., a bat could have just been flying over
a roosting camp). Secondly, and more importantly, however,
without the use of the window every point will have to be
compared against existing set of clusters to determine if there
is a possibility of merging them. The approach chosen in LC
thus reduces the number of comparison operation required,
and thus contributes to its low-power operation on resourceconstrained devices.
As a result, we propose to collect w = ↵ ⇥ p points at a
time and then compare them against all the potential clusters
only if they meet either of the point or time density conditions
instead of performing this operating for every individual data
point collected.
E. Aging of Potential Clusters
In the previous section, we have outlined the process in
which a PC is elevated to become a CC, either through satisfying the point or time density conditions, or by merging it with
another PC. However, not all PCs in the PCL can always be
merged or converted to CCs, leading to a potentially significant
demand for storage memory. We propose to purge such old
PCs to keep the size of P CL small, and thus cater to its
applicability on embedded sensing systems. Additionally, this

!

design decision reduces the number of comparison operations
required for newly created PCs.
To facilitate the removal operation, we consider the last
time Tlast at which a new data point has been added to the
cluster. A Potential Cluster is considered stale and removed
if the value of Tlast is greater than an application specific
threshold. In case of our motivating application, biologists
suggest that bats typically spend more than 4-6 hours at
significant locations like roosting camps [27]. LC can make
use of such an information to eliminate any PCs whose
Tlast 3600 by purging them from the PCL. However, note
that our algorithm is not dependent on such an application
specific threshold to perform clustering, as it is only used
for the ageing process which can be applied when knowledge
about such an application-based threshold is available.
VI.

E VALUATION

In this section, we evaluate LC using GPS trajectories
collected in real-world settings. Before demonstrating the
efficacy of our method, we briefly outline the simulation setup
and define the evaluation metrics.
A. Simulation Setup
In order to evaluate our clustering scheme and conduct
a comprehensive analysis of the parameter space, we have
developed a Java-based simulation environment. Pre-recorded
GPS trajectory data can be loaded as input files, and is fed
to LC one point at a time to simulate streaming nature of
data. The implementation closely follows the presented code
in Algorithm 1 and reports the number of clusters, their cluster
centres, as well as the memory foot-print of the clustered
trajectory.
As input data, we have used real-world traces from the
Flying Fox monitoring project [4], which also serves as the
principal application for our work (cf. Section III). The dataset
consists of GPS traces from four distinct animals, with between
764 and 24,752 data points each, as shown in Table I. Dataset
2 is the only trajectory in which GPS samples were recorded at
a fixed frequency of 1 Hz. For all other trajectories, the GPS
sampling frequency was varied, with inter-sample durations
ranging from 1 to 10,000 seconds. Samples were recorded
more frequently at night than during the day since the Flying
Foxes are more active at night.
TABLE I.

C HARACTERISTICS OF EVALUATION DATASETS .

Dataset
1
2
3
4

Total Points
764
24,752
906
8,512

Size (KB)
8.9
290.06
10.8
102

Frequency
Variable
Fixed
Variable
Variable

B. Evaluation Metrics
In order to establish the effectiveness of our clustering
technique, we compute the Synchronised Euclidean Distance
(SED) between the original trajectory and the reported cluster
centres. The metric defines how far the clustered trajectory
deviates from the original trajectory, and it has been widely
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Example for the Synchronised Euclidean Distance computation.

used in literature to evaluate the efficacy of trajectory approximation/clustering techniques (cf. [29]–[31]). In order to
briefly explain the SED metric, let us assume that there
are 17 GPS points p0 , p1 , p2 , ..., p16 in a device’s original
trajectory, as depicted in Fig. 2. Moreover, let us assume
the clustered trajectory contains only three points, p0 , p5 ,
and p16 . The SED computation algorithm then extrapolates
the device’s velocity based on the recorded timestamps and
distances between successive pair of points in the clustered
trajectory. For example, it assumes that the device was moving
at constant velocity between points p0 and p5 and and estimates
points p1 through p4 lie on the direct line that connects p0 and
p5 . The distance between these mapped points and original
points is aggregated and the result is termed as SED.
We furthermore evaluate the total number of clusters created by Light Clustering against two state-of-the-art clustering
techniques, namely DBScan [16] and Denstream [18]. Such a
comparison shows the amount of memory saved as a result
of using such a clustering scheme. For both state-of-the-art
approaches, we track the SED value as well as the size of
the resulting clustered representation in order to assess its
applicability in the targeted application scenario, such that a
direct comparison to LC is possible. We evaluate DenStream
with parameters proposed in [18] while varying µ between
1 and 50. Likewise, we vary the minimum number of points
(minpoints) between the same boundary values for DBScan.
C. Clustering Parameters
One of the core objectives of our evaluation is to assess
the impact of different parameterisation on the clustering
performance. We hence show the parameters and their value
ranges used in the evaluation of LC in Table II. Due to the large
range of potential parameter combinations, we have chosen a
representative set of discrete parameter values that allows for
the generalisation of our results while maintaining clarity.
Considering our application of animal monitoring, we fix
✏ to a value of 50 m, since this is typically considered to
be sufficiently accurate for reporting the roosting camps and
foraging locations of bats [32]. Another important decision to
make is about the value to be used for density threshold (both
p and t ). Once the animal is at a significant location (e.g.,
a roosting camp), it typically spends a significant amount of
TABLE II.
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time there [32]. Thus, it is reasonable to assume that if a node
spends more than 30 minutes in the same area, this area can be
considered a significant location. We hence use t = 30 min
throughout the remainder of our evaluations. We evaluate our
approach against different values of and p and discuss the
affects of different values in following subsections.

need to be transmitted when no clustering is being applied.
LC provides best percentage reduction in case of Dataset-2 as
shown in Fig. 4b. The reason for such a reduction is the fixed
sampling frequency during collection of the dataset. Such a
fixed sampling frequency enables a consistent set of points to
form a cluster at locations of interest.

We evaluate our scheme against different values of as
shown in Table II. For the application at hand, we merge a PC
to a CC in CCL only if it has more than 50% of p points. Such
a value of is chosen in light of our objective to only record
the significant visits to already formed CCs. In the similar
manner, we do not want the window size to be really large
because it would increase the computational cost considering
the initial clustering operation is O(w2 ). However, a really
small window size would result in too many entries in the
time vector of CCs. Therefore, we propose to keep it relative
to .

In comparison to DBScan and DenStream, however, one
can see that our LC scheme leads to a slightly higher number
clusters than these approaches, indicating a potentially higher
memory demand. However, it is important to note here that
our algorithm includes tv that includes all the entry and exit
timestamps of all the carrier visits to a cluster. We account
for the size of this time vector towards calculation of cluster
size. It increases the size of clustered trajectory, however, the
inclusion of tv enables LC to reconstruct fine-grained GPS
trajectory in temporal domain.

D. Evaluation Results
In the following we present the results and offer insights
about the performance of LC against the state-of-the-art solutions.
1) Total Number of Clusters: First, we present the total
number of clusters created by LC when parameterised with
different p and
values in Fig. 3. Across all datasets, it
becomes apparent that the number of clusters created for each
dataset is several times smaller than the total number of GPS
points reported in Table I, hence significant savings can be
expected. In Fig. 4, we furthermore highlight the resulting
number of clusters when comparing LC against DBScan and
DenStream with a fixed value of = 2p . The figure shows that
just 100 clusters are generated and reported when p = 10 for
dataset 2, as compared to the original 24,752 data points that

2) Size of Clustered Representation: Fig. 5 shows the size
of clustered GPS trajectory created by our LC technique. One
can see that clustered trajectories are significantly smaller in
size as compared to the original GPS trajectory. Across all
valid parameter combinations introduced in Section VI-C, our
algorithm achieves at least a 90% reduction in trajectory size
across all datasets.
As mentioned in Section IV, p is an application specific
threshold. However, Fig. 5 gives an insight about the selection
of p . One can observe that as soon as the value of p goes
higher than 10, although there is reduction in size of clustered
trajectory but it significantly increases the SED error that can
be observed from the crossing of the two lines in Fig. 5. Only
the dataset-2 in Fig. 5b does not follow this trend. The reason
behind this is that fixed sampling frequency enables the good
quality of clusters and hence results in very low SED error in
general. Based on such an observation, we deduce that p = 10
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is a good value for example application of Bat monitoring.

3) Clustering Error: At last, we analyze the deviation
between actual trajectory and the reconstruction from the clustered representation. To this end, the SED has been visualized
in Figs. 5 and 6. The general trend observed across all the
datasets shows that as the value of p increases beyond a
value of 10, the size of clustered trajectory decreases but
at the same time SED between the clustered and original
trajectory increases significantly. The SED of LC is much
smaller as compared to the representations created by DBScan
and DenStream. In fact, up to a value of p = 20, the SED
of our technique is lowest for all datasets, and about 30% less
when compared to DBScan and around 40% less in comparison
to DenStream. As the value of p > 20 increases the SED for
LC starts to increase given the decrease in number of points in
clustered trajectory shown in Fig. 3. The maximum difference
with DBScan can be observed in case of dataset 2 where our
technique leads to a 96% lower average SED than DBScan.
Similarly, when compared against DenStream, more than 90%
less average SED can be seen for dataset 4. In addition to the
better average SED, the error bars in Fig. 6 also reveal that the
spread of individual distances in both DBScan and DenStream
is quite large, as compared to LC. This further reinforces the
general applicability of our clustering technique to trajectory
data.
The core reason behind the better performance of our
clustering technique is the usage of the time-vector method
as it allows calculate the fine-grained data for individual visits
of an animal to the same cluster.

VII.

C ONCLUSIONS

Recording any carriers motion trajectories is a valuable tool
for domain experts to gain deeper insights into the behaviour
of that object. While most embedded systems developed for
this purpose simply record all GPS data without any preprocessing, the large memory demand incurred by this solution
renders it inapplicable for tightly energy-constrained devices.
Consequently, we have proposed a two-stage online clustering
scheme that identifies relevant locations from all GPS data
points and only stores the animal’s presence in these locations.
It requires no prior definition of relevant areas and can lead
to up to 99% less storage demand. Furthermore, by omitting
most data points at which the animal was in motion, very small
errors between reported and actual location are achieved. In
fact, by choosing the node density p parameter accordingly,
the Synchronised Euclidean Distance errors are 90% smaller
than trajectory produced by DBScan and DenStream.
VIII.

ACKNOWLEDGMENTS

This work was supported by the Australian Research Council Discovery Grant DP110104344. Additionally we thank
CSIRO for providing the real-world datasets.
R EFERENCES
[1] A. Srivastava, “http://www.dazeinfo.com/2014/01/23/smartphone-usersgrowth-mobile-internet-2014-2017.”
[2] M. Zeto, D. Rippetoe, D. Shaw, A. Mercer, G. Gaxiola, R. Williams, and
E. Johansson, “System and methods for delivering targeted marketing
content to mobile device users based on geolocation,” Oct. 17 2013, uS
Patent App. 13/911,946.

[3]

[4]

[5]

[6]

[7]

[8]

[9]

[10]

[11]

[12]

[13]

[14]

[15]

[16]

[17]

Y. Zheng, L. Zhang, X. Xie, and W.-Y. Ma, “Mining interesting
locations and travel sequences from gps trajectories,” in Proceedings of
the 18th International Conference on World Wide Web (WWW), 2009,
pp. 791–800.
R. Jurdak, P. Sommer, B. Kusy, N. Kottege, C. Crossman, A. McKeown,
and D. Westcott, “Camazotz: Multimodal activity-based gps sampling,”
in Proceedings of the 12th ACM/IEEE IPSN, 2013.
V. Dyo, S. A. Ellwood, D. W. Macdonald, A. Markham, C. Mascolo, B. Pásztor, S. Scellato, N. Trigoni, R. Wohlers, and K. Yousef,
“Evolution and sustainability of a wildlife monitoring sensor network,”
in Proceedings of the 8th ACM Conference on Embedded Networked
Sensor Systems, 2010, pp. 127–140.
A. Kushwaha and V. Kushwaha, “Location based services using android
mobile operating system,” in International Journal of Advances in
Engineering & Technology, 2011, pp. 14–20.
D. Anthony, W. P. Bennett, M. C. Vuran, M. B. Dwyer, S. Elbaum,
A. Lacy, M. Engels, and W. Wehtje, “Sensing through the continent:
towards monitoring migratory birds using cellular sensor networks,”
in Proceedings of the 11th international conference on Information
Processing in Sensor Networks, 2012, pp. 329–340.
M. B. Kjærgaard, J. Langdal, T. Godsk, and T. Toftkjær, “Entracked:
Energy-efficient robust position tracking for mobile devices,” in Proceedings of the 7th International Conference on Mobile Systems,
Applications, and Services, 2009, pp. 221–234.
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